
Practical examples to the course of Statistical Analysis

Anna Melnykova

Abstract
This file serves as a complement and an illustration to the theoretical course on Statistical Analysis.

It is by no mean complete and may contain errors, misprints and minor inaccuracies. You are encouraged
to ask your questions and send you coments to my mail anna.melnykova@univ-grenoble-alpes.fr, so that
you will help to improve this document for the future generations and leave your trace in history.

Session 1. Simple Linear regression
Let us first recall the setting: we observe two random variables X and Y , and assume that they are linked by
a linear relation, defined as follows:

Y = β1X + β0 + ε, (1)

where ε is an error of the measurements (of unknown distribution), Y is a dependent variable, X is an
explanatory variable. β1 and β0 are unknown parameters of the model, which we will try to estimate.

We start our experiment with setting up the environment and load the data. First, let us load some
libraries which we will use. The first one is the set of standard datasets, the second one allows to create
nice plots (but not only!). If the last library are not installed on your machine, you can use the command
install.packages("ggplot2") in your R console prior to executing the next chunk of code.

In this example we will use the data from longley dataset, which contains economic data about the
employment, unemployment, population, GNP and so on of the US population in years 1947-1962.
library(datasets)
library(ggplot2)
data("longley")
gnp <- longley$GNP # That will be our X
emp <- longley$Employed # That will be our Y

Let us visualize the variables of interest. Without going into details of the ggplot function, note that as a
first parameter we give the dataset loaded in our workspace by a command data("longley"), and then we
use the names of variables (not the exctracted vectors!) to build the scatter plot (that’s what the command
geom_point() is doing).
scat_plot <- ggplot(longley, aes(GNP, Employed))+geom_point()
scat_plot
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We see a clear linear dependency between the GNP and the employed population. That is, we assume that
we can express each observation of Y as a linear function of X, written as follows:

yi = β1xi + β0 + εi,

where i = 1, . . . , n, εi are independent indentically distributed error of measurements. Our aim is now to fit
the regression line which explains the link between the variables. Recall that the natural estimators of the
unknown parameters are such that they minimize the mean square error (i.e., distance between yi and its
“predicted” value β1xi + β0). Thus, the estimators are defined as follows:

β̂0, β̂1 = arg min
β0,β1

1
n

n∑
i=1

(yi − β1xi − β0)2
.

Then, following the derivation which we have seen in the course, the point estimate of parameters β1 (slope)
and β0 (intercept), are given by the following formula:

β̂1 = cxy
s2
x

, β̂0 = ȳ + cxy
s2
x

x̄.

where cxy denotes the empirical covariance between the vectors x and y, and s2
x is the empirical variance, x̄

and ȳ are empirical means of x and y respectively.

Important note: don’t forget that the estimators β̂1 and β̂0 are, in fact, random variables, and for another
realization of X and Y we will have slightly different values! What is important to know that those estimators
are consistent (proof will be given in the course):

E[β̂1] = β1 E[β̂0] = β0.

For computing the value of the estimators in our specific case, you can use the following pre-computed values:
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mean(gnp); var(gnp)

## [1] 387.6984

## [1] 9879.354
mean(emp); var(emp)

## [1] 65.317

## [1] 12.33392
cov(gnp, emp)

## [1] 343.3302
cor(gnp, emp)

## [1] 0.9835516

Note that the correclation coefficient is close to 1, which clearly indicates the existing linear dependency
between the variables. Please note, however, that the linear correlation in data does not imply that there is an
evidence of two events being dependent on the other, or that one thing causes another! In our example, if we
compute the correlation coefficients between each pair of variables in a dataset, we could come to conclusion
that the increase of GNP can be also explained by a total population grows, or that a population growth
can be traced back to the increase of employed people, or that all those factors depend linearly on the year
we are in (which is not true, of course!). More funny plots and spurious correlations can be found on this
website: https://www.tylervigen.com/spurious-correlations

But let’s go back to the point and check if your computations were correct!
b1 <- cov(gnp, emp)/var(gnp); b1

## [1] 0.03475229
b0 <- mean(emp) - b1*mean(gnp); b0

## [1] 51.84359

Now, we will check if it corresponds to the result of the built-in function in R (function lm, which stands for
linear model), and plot the obtained line!
model_fit <- lm(Employed~GNP, data = longley)
model_fit

##
## Call:
## lm(formula = Employed ~ GNP, data = longley)
##
## Coefficients:
## (Intercept) GNP
## 51.84359 0.03475
scat_plot + geom_abline(intercept = b0, slope = b1)
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Feel free to execute the commands on your machine and have a look on all the information encoded in the vari-
able model_fit now. In particular, you will find there a vector of residuals (model_fit$residuals), i.e. error
of “approximation” of each observed value by the line, the respective fitted values (model_fit$fitted_values)
and other interesting things. More generally, if you type ?lm in your console, you will find all the info about
the parameters which this function take, the output and so on.

To finish with, let me show how the same result can be obtained directly with the built-in methods of ggplot.
Note that on the plot below, the built-in command is “smarter” and not only gives the point estimates of β0
and β1, but a confidence interval as well (of 95%, if I am not mistaken), which you see as a grey region on
the plot. Finally, in order to obtain the confidence intervals (that’s something we are not going to do right
now), one should have more information about the distribution of the estimators β̂0, β̂1. These properties are
linked to the properties of εi (for example, if we assume the error to be gaussian, the estimators would be
normal). That will be a subject of further lectures.
# scat_plot + stat_smooth() # The first function is commented out as we don't really want to talk about its methods
scat_plot + stat_smooth(method = lm)

## `geom_smooth()` using formula 'y ~ x'
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Session 2: Properties of the estimators. Gaussian linear regression.
Now, our aim will be to test the properties of the least squares estimator. For the moment, we stick to the
same model (1), but we put an additional assumption on the error term:

ε ∼ N(0, σ2).

With this additional assumption at hand, we can conclude that ∀i

yi − β1xi − β0 ∼ N(0, σ2). (2)

Then, we can propose an analogous way to estimate the parameters of the system, by using a maximum
likelihood estimator. We can write the likelihood function as follows:

L(y;β0, β1, σ
2) = 1

(2πσ2) n
2

exp
(
− 1

2σ2

n∑
i=1

(yi − β1xi − β0)2

)
If we take a logarithm of it, we will obtain the following:

logL(y;β0, β1, σ
2) = − 1

2σ2

n∑
i=1

(yi − β1xi − β0)2

Then, the natural estimators of the parameters can be written as follows:

β̂0, β̂1 = arg min
β0,β1

n∑
i=1

(yi − β1xi − β0)2
, σ̂2 = 1

n

n∑
i=1

(yi − β1xi − β0)2

Note that the MLE for Gaussian noise coincides with LSE!

Now, we will simulate several samples of X and Y with a chosen set of parameters. On each sample, we will
compute β̂1 and β̂1 and see how they are distributed.
n = 25 # number of observations in each sample
N = 1000 # number of samples
beta0 = 1 # intercept
beta1 = 2 # slope
sigma = sqrt(1/3) # standard deviation of the noise term

XY_list <- list() # list to store the simulated couples X, Y of n observations each
for (i in 1:N){
X <- runif(n)
Y <- beta1*X + beta0+rnorm(n, mean = 0, sd = sigma)
XY_list[[i]] <- as.data.frame(cbind(X,Y))

}

par_set <- matrix(nrow = N, ncol = 3) # matrix to store the estimated parameters
for (i in 1:N){
X <- XY_list[[i]][,1]
Y <- XY_list[[i]][,2]
b1 <- cov(X, Y)/var(X)
b0 <- mean(Y) - b1*mean(X)
sigma2 <- var(Y)
par_set[i,] <- c(b0, b1, sigma2)

}

Now, let us try to build the plots of each parameter and see how they are distributed. Here, we do a small
trick to convert a data frame with 3 columns into a data frame with 2 columns, which lets us build 3 densities
on the same plot with only one command:
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library(reshape2)
ds_pars <- as.data.frame(par_set)
colnames(ds_pars) <- c("beta0", "beta1", "sigma2")
plot_pars <- ggplot(melt(ds_pars), aes(x=value, fill = variable))+geom_density(alpha = 0.5)+xlim(0,3.5)+geom_vline(xintercept = c(beta0, beta1, sigma), color = c("red", "green", "blue"))

## No id variables; using all as measure variables
plot_pars
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is easy to see that the estimator is more-or-less normally distributed around its mean value (vertical line of
the respective color). You can execute the same code on your machine and try to see what changes if you
change the number of observations in each sample n and the number of samples N.

Now, let us think about the following: we have demonstrated that the Maximum Likelihood Estimator
in a Gaussian case coincides with the least squares estimator. So, what happens if we drop the Gaussian
assumption and study the distribution of the estimators? Will they still be normal? Let’s check it empirically.
You can repeat the same experiment with the uniformly distributed error terms, i.e. now we assume that
∀i, εi ∼ U([−1, 1]). Note that the variance of εi is 1/3, so that we should have more or less the same
picture. Relaunch this code and comment the result:
XY_list <- list() # list to store the simulated couples X, Y of n observations each
for (i in 1:N){
X <- runif(n)
Y <- beta1*X + beta0+runif(n, min = -1, max = 1)
XY_list[[i]] <- as.data.frame(cbind(X,Y))

}

par_set <- matrix(nrow = N, ncol = 3) # matrix to store the estimated parameters
for (i in 1:N){
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X <- XY_list[[i]][,1]
Y <- XY_list[[i]][,2]
b1 <- cov(X, Y)/var(X)
b0 <- mean(Y) - b1*mean(X)
sigma2 <- var(Y)
par_set[i,] <- c(b0, b1, sigma2)

}
ds_pars <- as.data.frame(par_set)
colnames(ds_pars) <- c("beta0", "beta1", "sigma2")
plot_pars <- ggplot(melt(ds_pars), aes(x=value, fill = variable))+geom_density(alpha = 0.5)+xlim(0,3.5)+geom_vline(xintercept = c(beta0, beta1, sigma), color = c("red", "green", "blue"))
plot_pars

Pss. . . You are probably wondering how did I manage to insert the code, but not show the result? When
writing your Rmd reports you can do the same trick by setting a parameter eval = FALSE in the chunk. If
you want to show only the result, but to hide the code, you can write echo = FALSE (see the source code for
more details).
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Statistical test for the regression coefficients
Why is it pleasant to work under the assumption of the normal distribution? Short answer: because it
helps us to quantify, if it’s even worth the effort to consider a given regression coefficient. It may not be so
obvious for a simple model we were working on (one explanatory variable), so let us move on somewhat more
complicated example.

But first, let us recall the following: under the Gaussianity assumption, all residuals are normally distributed
(see (2)). Thanks to that (not immediately, but you have probably seen it in the course), the following holds:

β̂0 ∼ N
(
β0,

σ2

n

(
1 + x̄2

n

s2
x

))
, β̂1 ∼ N

(
β1,

σ2

ns2
x

)
,

(n− 2)σ̂2

σ2 = 1
σ2

n∑
i=1

(yi − β1xi − β0)2 ∼ χ2
n−2.

Now, imagine that you have computed your estimator for β̂0 and has found out that it is close to 0. How
should you know if this coefficient is negligible or not? What you can do is to do the following statistical test:

H0 : β0 = 0
H1 : β0 6= 0.

Your statistics for β0 is, naturally, the obtained value of β̂0, obtained from your data sample. You have
already guessed that under null hypothesis, the following holds:

nβ̂0

σ2
(

1 + x̄2
n

s2
x

) ∼ N(0, 1).

But, there is a tiny thing: you don’t know the value of σ2! No worries, you can always replace its value by
the estimator defined above. As a result, your statistics will transform from a normal law to a Student law
(because that’s exactly what happens if you divide a normal variable by a chi-squared variable). In other
words, √

nβ̂0

σ̂
(

1 + x̄2
n

s2
x

) ∼ St(n− 2).

Then, what remains to do is to compute the p-value of the test (reminder: for a two-sided test in our case it
is defined as P (ξ > |t|), if ξ ∼ St(n− 2)) and decide: if the p-value is very small, that means that it is highly
unlikely that β0 = 0, so we have to reject the null hypothesis. Spoiler: R is doing all these manipulations for
you without any additional hassle, so you don’t have to re-do the computations by hand each time.

Now, let us put our knowledge in practice and consider the following example. I have taken it from
http://www.sthda.com/english/articles/40-regression-analysis/162-nonlinear-regression-essentials-in-r-
polynomial-and-spline-regression-models/. Here we will consider the data about the mean household value
(medv) in Boston households and will try to predict its value using the variable lstat (lower status of the
population).
library(MASS)
data("Boston", package = "MASS")
Boston_plot <- ggplot(Boston, aes(lstat, medv)) + geom_point()
model_fit <- lm(lstat ~ medv, Boston)
summary(model_fit)

##
## Call:
## lm(formula = lstat ~ medv, data = Boston)
##
## Residuals:
## Min 1Q Median 3Q Max
## -10.8631 -3.5959 -0.8133 2.4069 20.3152
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##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 25.55886 0.56823 44.98 <2e-16 ***
## medv -0.57276 0.02335 -24.53 <2e-16 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 4.826 on 504 degrees of freedom
## Multiple R-squared: 0.5441, Adjusted R-squared: 0.5432
## F-statistic: 601.6 on 1 and 504 DF, p-value: < 2.2e-16
Boston_plot + stat_smooth(method = lm)

## `geom_smooth()` using formula 'y ~ x'
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You may say that the plot does not really look like there is a linear relation between the variables. But
nobody can prohibit us to do a linear regression anyway! We have very small p-value, so that means that our
β0 and β1 are almost surely not zero. But it doesn’t mean that it is the best possible model for our data. We
can try to improve the situation by trying to express our observations as follows:

yi = β2x
2
i + β1x

2
1 + β0 + εi.

We can redo the computations with exactly the same formula:
model_fit <- lm(medv ~ poly(lstat, 2, raw = TRUE), data = Boston)
summary(model_fit)

##
## Call:
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## lm(formula = medv ~ poly(lstat, 2, raw = TRUE), data = Boston)
##
## Residuals:
## Min 1Q Median 3Q Max
## -15.2834 -3.8313 -0.5295 2.3095 25.4148
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 42.862007 0.872084 49.15 <2e-16 ***
## poly(lstat, 2, raw = TRUE)1 -2.332821 0.123803 -18.84 <2e-16 ***
## poly(lstat, 2, raw = TRUE)2 0.043547 0.003745 11.63 <2e-16 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 5.524 on 503 degrees of freedom
## Multiple R-squared: 0.6407, Adjusted R-squared: 0.6393
## F-statistic: 448.5 on 2 and 503 DF, p-value: < 2.2e-16
Boston_plot + stat_smooth(method = lm, formula = y ~ poly(x, 2, raw = TRUE))
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The plot starts to look better, but the residual error has even increased. What if we try to fit a really
complicated polynomial and then just get rid of the excessive coefficients by looking at their p-values?
model_fit <- lm(medv ~ poly(lstat, 10, raw = TRUE), data = Boston)
summary(model_fit)

##
## Call:
## lm(formula = medv ~ poly(lstat, 10, raw = TRUE), data = Boston)
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##
## Residuals:
## Min 1Q Median 3Q Max
## -14.5340 -3.0286 -0.7507 2.0437 26.4738
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 8.712e+00 2.694e+01 0.323 0.7466
## poly(lstat, 10, raw = TRUE)1 5.004e+01 2.757e+01 1.815 0.0701 .
## poly(lstat, 10, raw = TRUE)2 -2.391e+01 1.134e+01 -2.108 0.0355 *
## poly(lstat, 10, raw = TRUE)3 5.255e+00 2.493e+00 2.108 0.0355 *
## poly(lstat, 10, raw = TRUE)4 -6.614e-01 3.277e-01 -2.018 0.0441 *
## poly(lstat, 10, raw = TRUE)5 5.184e-02 2.724e-02 1.903 0.0576 .
## poly(lstat, 10, raw = TRUE)6 -2.616e-03 1.464e-03 -1.787 0.0746 .
## poly(lstat, 10, raw = TRUE)7 8.507e-05 5.070e-05 1.678 0.0940 .
## poly(lstat, 10, raw = TRUE)8 -1.722e-06 1.090e-06 -1.579 0.1150
## poly(lstat, 10, raw = TRUE)9 1.973e-08 1.324e-08 1.490 0.1368
## poly(lstat, 10, raw = TRUE)10 -9.766e-11 6.922e-11 -1.411 0.1589
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 5.199 on 495 degrees of freedom
## Multiple R-squared: 0.6867, Adjusted R-squared: 0.6804
## F-statistic: 108.5 on 10 and 495 DF, p-value: < 2.2e-16
Boston_plot + stat_smooth(method = lm, formula = y ~ poly(x, 10, raw = TRUE))
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Now, we have fitted a 10 order polynom. But, if we have a look at the p-values, we see that it is rather
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doubtful that most of those coefficents are bringing some information to our system (if we take a nominative
level of 5%). So, we can as well limit ourselves to a polynomial of order 3 and conclude that it is a good
model:
model_fit <- lm(medv ~ poly(lstat, 3, raw = TRUE), data = Boston)
summary(model_fit)
Boston_plot + stat_smooth(method = lm, formula = y ~ poly(x, 3, raw = TRUE))

Of course, it is not completely correct to say it without further study. For this data, it is not even obvious
which model is correct. To better see what kind of outcome we are expecting to see in the “ideal case”, let’s
simulate the date by ourselves and then run the regression on the obtaineed observations. What are we
doing next, we are simulating a vector X as a standard normally distributed variable, then we fix a vector of
parameters and, then, finally, we simulate our Y by the following formula:

yi = β3x
3
i + β2x

2
i + β1xi + β0 + εi,

where εi ∼ N(0, σ2). If we launch a polynomial regression on the couple (X,Y ) (choosing order 4), we will
obtain quite plausible results, indicating that the last coefficient can be omitted. But try to repeat the same
experiment by trying a different X (for example, taking an absolute value of a normal variable), or a different
order of a polynomial, and you will see that the result is very different from the one we expect.
n = 100
X <- rnorm(n, 0, 1)
poly_par <- c(0.1,0.5,1,2) # we create a randomly initialized vector of parameters
Y <- poly_par[1]+poly_par[2]*X+poly_par[3]*Xˆ2+poly_par[4]*Xˆ3+rnorm(n,0,0.5)
XY <- as.data.frame(cbind(X,Y))
colnames(XY) <- c("X","Y")
model_fit <- lm(Y ~ poly(X, 4, raw = TRUE))
ggplot(XY, aes(X,Y))+geom_point()+ stat_smooth(method = lm, formula = y ~ poly(x, 4, raw = TRUE))
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summary(model_fit)

##
## Call:
## lm(formula = Y ~ poly(X, 4, raw = TRUE))
##
## Residuals:
## Min 1Q Median 3Q Max
## -1.23363 -0.25709 0.00305 0.24966 1.13009
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 0.188889 0.060168 3.139 0.00226 **
## poly(X, 4, raw = TRUE)1 0.524610 0.097833 5.362 5.76e-07 ***
## poly(X, 4, raw = TRUE)2 0.941515 0.086986 10.824 < 2e-16 ***
## poly(X, 4, raw = TRUE)3 1.991929 0.041884 47.558 < 2e-16 ***
## poly(X, 4, raw = TRUE)4 0.009143 0.020556 0.445 0.65748
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 0.4248 on 95 degrees of freedom
## Multiple R-squared: 0.9983, Adjusted R-squared: 0.9982
## F-statistic: 1.372e+04 on 4 and 95 DF, p-value: < 2.2e-16

Homework: run this test multiple times, try to change the parameters, the range and the law of X, the
number of simulation, the degree of the polynom etc, try to see what happens.

The conclusion: one shouldn’t blindly rely on the outcome of the linear regression model to conclude what
is the structure of the data. In fact, there are a lot of tools which can help us to choose a good model. Also,
what is actually important for us is the prediction power of the model: not only we want to find a dependency
between the observed data, but also be able to predict some data which is unobserved! More on this: in next
sessions.
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Session 3: Ridge and Lasso regression
Now, let us talk about the limitations of the linear regression. First, let us give the definition of the model in
consideration in its vector form:

Y = Xβ + ε, ε ∼ Np(0, σIp), X, β ∈ Rp.

The codes provided below treat the case of two-dimensional problem (i.e., p = 2), but you can easily adapt
the code for the other dimensions as well. To begin with, we simulate 10 points by fixing the parameters to
some specific value, and try to fit the regression line with Ordinary Least Squares Estimator (OLSE), which
is given as follows:

β̂OLSE = arg min
β
‖Y −Xβ‖22 = (XTX)−1XTY

Now, let us see how it performs in practice one more time. Try to execute the following code 10-15 times:
n = 10
beta0 = 1 # intercept
beta1 = 2 # slope
sigma = 1
X <- runif(n)
Y <- beta1*X + beta0+rnorm(n, 0, sigma)
XY <- as.data.frame(cbind(X,Y))
colnames(XY) <- c("X","Y")
ggplot(XY, aes(X, Y))+geom_point() + stat_smooth(method = lm)

## `geom_smooth()` using formula 'y ~ x'
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What you have probably observed is that each time the fitted line is positioned differently. It is because of the
noise: even if we simulate the data with the same formula, each time we have a slightly different realization
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of noise, which influences greatly the accuracy of the prediction. What is the practical consequence of that?
If you find estimate the parameters of the model on a small training dataset, they will not necessarily fit
well the “unknown” data. Remember that the goal of fitting the model is not only in trying to explain the
relations in the data you observe, but rather predict the relation in the data which is not (yet) observed!

Now, let us try to do the same procedure with Ridge regression. Recall that the penalized estimator is defined
as:

β̂Ridge = arg min
β

{
‖Y −Xβ‖22 + λ‖β‖22

}
= (XTX + λI)−1XTY

Note that when λ = 0, Ridge transforms into an OLSE! In R, we can implement the estimator as follows:
ridge_estimator <- function(x,y, lambda){
n <- length(x)
X_mat <- matrix(data = c(rep(1,n),x), ncol = 2)
lambda_mat <- matrix(c(lambda,0,0,lambda), ncol = 2)
step1 <- t(X_mat)%*%X_mat + lambda_mat
step2 <- t(X_mat)%*%y
beta_estim <- solve(step1)%*%step2
return(beta_estim)

}
lm(Y~X)$coefficients

## (Intercept) X
## 1.173766 2.005236
ridge_estimator(X,Y, lambda = 1)

## [,1]
## [1,] 1.379822
## [2,] 1.357261

Remember that our true values are β0 = 1 and β1 = 2. Note that the ridge estimator tends to underestimate
slightly the parameters in comparison to the OLSE estimator. Now, let us do a more profound study,
simulating 1000 trajectories, as in the previous section.

## No id variables; using all as measure variables
## No id variables; using all as measure variables

## Warning: Removed 5 rows containing non-finite values (stat_density).
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Then, by seeing the plots you can ask me “OK, but what is the interest, if we get a worse estimation?”.
Let us now do another experiment and try to generate a new sequence of points and try to evaluate the
prediction error on this set of points with all the estimates we have computed on the previous step! We
proceed as follows: first, we generate n× 10 new observations of X and Y (meaning: we didn’t use them to
construct the estimators). And then we evaluate the following quantity:

RMSE =

√√√√ 1
n

n∑
i=1

(
Y −Xβ̂

)2
.

The code for conducting this experiment is provided below:
# we simulate only a 1 set of new observations
set.seed(638)
n_new <- n*10
x <- runif(n_new)
y <- beta1*x + beta0+rnorm(n_new, 0, sigma)

mean_error_OLSE <- numeric() # vector for storing the errors
mean_error_Ridge <- numeric()
for (i in 1:N){
X_mat <- matrix(data = c(rep(1,n_new),x), ncol = 2)
mean_error_Ridge[i] <- sqrt(mean((y-X_mat%*%par_set_Ridge[i,])ˆ2))
mean_error_OLSE[i] <- sqrt(mean((y-X_mat%*%par_set_OLSE[i,])ˆ2))

}
errors <- as.data.frame(cbind(mean_error_OLSE,mean_error_Ridge))
colnames(errors) <- c("OLSE", "Ridge")
ggplot(melt(errors), aes(x=value, fill = variable))+geom_density(alpha = 0.5)+xlim(0.5,1.5)+ggtitle("Densities of Ridge and OLSE mean squared error")
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## No id variables; using all as measure variables

## Warning: Removed 5 rows containing non-finite values (stat_density).
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De-
pending on the genrated data, the advantage of using Ridge may be more or less obvious, but what should
draw your attention is the following: note that the right tail of the distribution for the RMSE for OLSE
has a much more heavier tail than that of Ridge regression! In practice, it means that even though for a
given dataset OLSE will be smaller in average, the risk to do a big prediction error (let’s say, more than 1) is
higher than for Ridge regression.

Homework: Try to launch the same experiments several times and try to pick different λ. What happens
with the estimators of the parameters? With the Root Mean Square Error? Why?
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Session 4: Variable selection
Recall the exercise session, where we have considered the data from the Swiss cantons, where the fertility
level was evaluated as a function of agriculture, edicutation levels, examination scores, percent of catholic
population and infant mortality. Here is this dataset and the model:
data("swiss")
reg<- lm(Fertility ~ Agriculture+Examination+Education+Catholic+Infant.Mortality, data = swiss)
summary(reg)

##
## Call:
## lm(formula = Fertility ~ Agriculture + Examination + Education +
## Catholic + Infant.Mortality, data = swiss)
##
## Residuals:
## Min 1Q Median 3Q Max
## -15.2743 -5.2617 0.5032 4.1198 15.3213
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 66.91518 10.70604 6.250 1.91e-07 ***
## Agriculture -0.17211 0.07030 -2.448 0.01873 *
## Examination -0.25801 0.25388 -1.016 0.31546
## Education -0.87094 0.18303 -4.758 2.43e-05 ***
## Catholic 0.10412 0.03526 2.953 0.00519 **
## Infant.Mortality 1.07705 0.38172 2.822 0.00734 **
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 7.165 on 41 degrees of freedom
## Multiple R-squared: 0.7067, Adjusted R-squared: 0.671
## F-statistic: 19.76 on 5 and 41 DF, p-value: 5.594e-10

We see that this is rather big model with 5 predictors and RSE given by 7.165. But what if we do not want
to keep all these predictors and want to restrain ourselves to the most important ones? There are several
reasons why we could be interested to do that:

1. We want to explain the data in the simplest way. Imagine, you are doing a presentation for some
marketing directors, trying to explain what kind of advertisement is the most relevant for increasing the
sales (and you did investment in ads in several social networks: TikToc, Instagram, YouTube, Facebook,
LinkedIn, Telegram etc etc, on several TV channels, in public transport, in journals, and so on und so
weiter. . . ). You will not show to the marketing guy a huge list of p-values, and let him analyze, you
will want to choose the most suitable model and say where to put the money.

2. From mathematical point of view, the more parameters you have, the more difficult it is to obtain a
good estimation: estimating 2 parameters from a set of 100 observations is not the same as estimating
50 parameters from the same set.

3. To avoid collinearity: there can be highly correlated predictors which contain the same information.
For example, imagine you want to predict a risk of developing a diabetis, basing on a dataset, where
you have data about Body Mass Index, weight, height, age etc. It is clear that BMI already contains
information from weight and height, so that it can be interesting to leave BMI and discard the rest for
the sake of simplicity.

The general idea behind simplifying the model and choosing the most relevant variables is the following: we
want to choose the variables to have the most drastical reduction in RSS error, but not more. Note also
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that decrease in RSS does not always mean an equivalent decrease in the prediction error (which is more
important!).

Then, how can we achieve that?

Step-wise methods
As the name suggests, step-wise methods propose to add (forward selection) or eliminate (backward) selection
of the variables. In the case of backward selection the algorithm is the following:

• Perform the linear regression including all the predictors

• Eliminate the predictor with the biggest non-significant p-value

• Repeat until all predictors are significant.

For example, we see that the p-value for the “Examination” obtained in the beginning of the section is
insignificant. Let us try to perform the analysis again, by excluding it:
reg<- lm(Fertility ~ Agriculture+Education+Catholic+Infant.Mortality, data = swiss)
summary(reg)

##
## Call:
## lm(formula = Fertility ~ Agriculture + Education + Catholic +
## Infant.Mortality, data = swiss)
##
## Residuals:
## Min 1Q Median 3Q Max
## -14.6765 -6.0522 0.7514 3.1664 16.1422
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 62.10131 9.60489 6.466 8.49e-08 ***
## Agriculture -0.15462 0.06819 -2.267 0.02857 *
## Education -0.98026 0.14814 -6.617 5.14e-08 ***
## Catholic 0.12467 0.02889 4.315 9.50e-05 ***
## Infant.Mortality 1.07844 0.38187 2.824 0.00722 **
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 7.168 on 42 degrees of freedom
## Multiple R-squared: 0.6993, Adjusted R-squared: 0.6707
## F-statistic: 24.42 on 4 and 42 DF, p-value: 1.717e-10

Note that the RSE has increased very insignificantly when we have excluded the “examination”! Then,
strictly speaking, we can try to repeat the analysis by excluding “Agriculture”: its p-value is significant at
level 0.05, but not at 0.01, and see what happens:
reg<- lm(Fertility ~ Education+Catholic+Infant.Mortality, data = swiss)
summary(reg)

##
## Call:
## lm(formula = Fertility ~ Education + Catholic + Infant.Mortality,
## data = swiss)
##
## Residuals:
## Min 1Q Median 3Q Max
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## -14.4781 -5.4403 -0.5143 4.1568 15.1187
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 48.67707 7.91908 6.147 2.24e-07 ***
## Education -0.75925 0.11680 -6.501 6.83e-08 ***
## Catholic 0.09607 0.02722 3.530 0.00101 **
## Infant.Mortality 1.29615 0.38699 3.349 0.00169 **
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 7.505 on 43 degrees of freedom
## Multiple R-squared: 0.6625, Adjusted R-squared: 0.639
## F-statistic: 28.14 on 3 and 43 DF, p-value: 3.15e-10

Now we see that RSE has increased even more (it is logical: if we try to base our choice on RSE, it will tend
to choose the biggest model), but essentially we still have a plausible model. If we would like to conclude
here, we could say that there is a linear dependency between the fertility rate in swiss cantones and the
respectives level of education, the percentage of catholic population and the infant mortality (careful here,
high child mortality is probably linked to the higher fertility rate, often combined with a poor healthcare!).

For the forward selection, the procedure is almost the same, but in the other direction: you start with no
predictors at all, and then you take the one with the smallest less-than-critical p-value, keep it, then repeat
the procedure until there is no more “important” predictors to add. Homework: do the forward selection
on swiss dataset and see what it gives!

The advantage of forward and backward selection is obvious: the procedure is intuitively clear and simple to
implement. The disadvantage is also easy to notice: it is already a bit time consuming to do the analysis on
the set with 5 predictors. But imagine what happens if you have 60 of them or even more! Question: if you
have p predictors, how many possible models do you have? Anyway, it becomes more convenient to do a
criteria-based variable selection.

Criteria-based variable selection
The idea behind the criterias we will present below is the following: not only we want a model which fits data
good, but also we want to be it as simple as possible. To get this effect, we need to introduce a penalization
term, depending on the number of parameters (just like we have seen in Ridge regression before!). The most
commonly used criterias are the following:

AIC = −2log-likelihood + 2p

and
AIC = −2log-likelihood + p logn

Question: what is the likelihood for the linear regression model?

Here, AIC stays for the Akaike Information Criteria, and BIC — for Bayesian Information Criteria. Then we
choose a “good” model as the one which has the smallest information criteria (either of them, depending on
our preferences).

Question: Which criteria, in your opinion, penalizes more the dimension of the parameter vector?

In R we can do the variable selection automatically (both step-wise and criteria-based) using the command
step, AIC and BIC. Like this:
reg<- lm(Fertility ~ ., data = swiss)
# step(reg)
AIC(reg)
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## [1] 326.0716
BIC(reg)

## [1] 339.0226

Let us now try to compute the same criterias, but excluding the variable “Examination” (we have seen that
it is not bringing much to the accuracy of the model):
reg<- lm(Fertility ~ .-Examination, data = swiss)
AIC(reg)

## [1] 325.2408
BIC(reg)

## [1] 336.3417

What do you observe? How would you interpret the results?

Split- and cross-validation
No matter the approach we use, what we ultimately want is to have a model which does a good job in
predicting the data we don’t know. So, it is logical to test each model on some unknown data prior to selecting
a good one. That’s where cross-validation comes in handy. The idea of the method is the following:

• You split your data in a training and validating (or test) datasets. It is common take around 80% of
values for training and 20% for validating, but in general you can take whatever proportion you find
suitable.

• You build (train) the model on the training dataset. By "training" I mean estimating the parameters of
the regression

• Test your model on the validating dataset.

• Repeat with the other "candidate" models and choose the one which fits the validating data best.

Here is the minimal working example on Swiss dataset (courtesy of https://support.rstudio.com/hc/en-
us/articles/200486468)
library(tidyverse)
library(caret)
# training.samples <- swiss$Fertility %>% createDataPartition(p = 0.8, list = FALSE)
training.samples <- createDataPartition(swiss$Fertility, p = 0.8, list = FALSE)
train.data <- swiss[training.samples, ]
test.data <- swiss[-training.samples, ]
# Build the model
model <- lm(Fertility ~., data = train.data)
# Make predictions and compute the RMSE
predictions <- model %>% predict(test.data)
RMSE(predictions, test.data$Fertility)

Try to launch this code several times and you will see that each time your RMSE will be slightly different (it
varies between 6 and 10). It is because you split data randomly. Now let us try to do the same trick and see
what happens if we remove the variable “Examination”:
training.samples <- swiss$Fertility %>% createDataPartition(p = 0.8, list = FALSE)
train.data <- swiss[training.samples, ]
test.data <- swiss[-training.samples, ]
# Build the model
model <- lm(Fertility ~.-Examination, data = train.data)
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# Make predictions and compute the R2, RMSE and MAE
predictions <- model %>% predict(test.data)
RMSE(predictions, test.data$Fertility)

If you relaunch the code you will see that the RMSE tends to be smaller if one variable is excluded. But,
of course, it is difficult to do the conclusion basing on the evidence from only one experiment. To do the
method more robust, it is common to use a k-fold validation. It is done as follows:

1. The dataset is splitted in k subsets of equal size

2. One of the subsets is reserved as a validating one, the model is trained on the rest

3. The RMSE is evaluated on the validating dataset

4. Now, another subset is taken as a validating dataset, the operation repeats

5. The final RMSE is evaluated as a mean RMSE over k procedures

Homework: try to do that on the Swiss data!
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Session 6: PCA Analysis
PCA for image compression
Today, we will show how PCA can be used for the dimension reduction on images. It is a useful tool if you
work, for example, with image recognition and you want to perform your analysis, focusing on the most
important
library(jpeg)
dog <- readJPEG('dogmeat.jpg')
dim(dog)

## [1] 1003 1783 3

Now, let us plot the good boy:
plot_jpeg = function(jpg, path = "", add=FALSE)
{

if (path!=""){
jpg = readJPEG(path, native=T) # read the file

}
res = dim(jpg)[2:1] # get the resolution, [x, y]
if (!add) # initialize an empty plot area if add==FALSE

plot(1,1,xlim=c(1,res[1]),ylim=c(1,res[2]),asp=1,type='n',xaxs='i',yaxs='i',xaxt='n',yaxt='n',xlab='',ylab='',bty='n')
rasterImage(jpg,1,1,res[1],res[2])

}
plot_jpeg(dog)

For doing PCA, we will have to extract the RGB channels from the image:
r <- dog[,,1]
g <- dog[,,2]
b <- dog[,,3]
dog.r.pca <- prcomp(r, center = FALSE)
dog.g.pca <- prcomp(g, center = FALSE)
dog.b.pca <- prcomp(b, center = FALSE)
rgb.pca <- list(dog.r.pca, dog.g.pca, dog.b.pca)

Now, what remains is to see how adding or removing components influences the quality of the image. Below,
we will save 30 plots, taking between 1 and 993 components (in total we have 1003 of them, which is the
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height of the image) :
indexes <- seq.int(1, round(nrow(dog) - 10), length.out = 30)
indexes <- round(indexes)
#indexes <- c(1,5,10,15,20,25)
for (i in indexes) {
pca.img <- sapply(rgb.pca, function(j) {
compressed.img <- j$x[,1:i] %*% t(j$rotation[,1:i])

}, simplify = 'array')
writeJPEG(pca.img, paste('compressed/dog_compressed_', round(i,0), '_components.jpg', sep = ''))

}

Now, we can see how each of those images looks like, when reconstructed only with 35 components (out of
1003 in total!):

By the way, if you try to check the eigenvalue associated with the first component, you will see that it
accounts for 95% of the total variance! However, if you try to plot the dog with only one principal component,
you will get the following picture:

But if we have 95% of the explained variance, then what’s wrong with this picture? Recall that one of
the main assumptions of the PCA is that we believe that the variance is the important information in the
dataset. However, in this case most of the “variance” in the picture is related to the change of the colors on
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the background. What we are interested in this time is the object on the foreground. So, for these reasons,
adding information from the other components can be crucial.

Of course, in practice (i.e. working with image recognition) you will not deal with only one image. So, usually
you will have to identify the principal components of a set of images. So, you will do the same thing as we
have done during the other sessions, with the difference that instead having a vector of features, associated
with each observation, you will have a 3-dimensional array of features.

Acknowledgement: idea of the example is taken from here: https://www.r-bloggers.com/2017/01/image-
compression-with-principal-component-analysis/

PCA for prediction: the simplest example
Below, we will show how the simplest prediction in R works. As an example, we will take an iris dataset. It
contains 4 quantitative variables (Sepal length, sepal width, petal length, petal width) and one qualitative
(Species). For training the model, we will use only the quantitative ones. We split the data in 75% of the
training samples, and 25% of the testing samples. Then, we train PCA model on the traning set.
### pca - calculated for the first 4 columns of the data set that correspond to biometric measurements ("Sepal.Length" "Sepal.Width" "Petal.Length" "Petal.Width")
data(iris)
head(iris)

## Sepal.Length Sepal.Width Petal.Length Petal.Width Species
## 1 5.1 3.5 1.4 0.2 setosa
## 2 4.9 3.0 1.4 0.2 setosa
## 3 4.7 3.2 1.3 0.2 setosa
## 4 4.6 3.1 1.5 0.2 setosa
## 5 5.0 3.6 1.4 0.2 setosa
## 6 5.4 3.9 1.7 0.4 setosa
# split data into 2 parts for pca training (75%) and prediction (25%)
set.seed(1)
samp <- sample(nrow(iris), nrow(iris)*0.75)
iris.train <- iris[samp,]
iris.valid <- iris[-samp,]

# conduct PCA on training dataset
pca <- prcomp(iris.train[,1:4], retx=TRUE, center=TRUE, scale=TRUE)
expl.var <- round(pca$sdevˆ2/sum(pca$sdevˆ2)*100) # percent explained variance

Prediction can be then done by a built-in predict function in R (the same function can be used for different
models, not only for the one obtained by prcomp):
pred <- predict(pca, newdata=iris.valid[,1:4])

Finally, it remains to plot the results.
###Plot result
COLOR <- c(2:4)
PCH <- c(1,16)

pc <- c(1,2) # principal components to plot

# png("pca_pred.png", units="in", width=5, height=4, res=200)
op <- par(mar=c(4,4,1,1), ps=10)
plot(pca$x[,pc], col=COLOR[iris.train$Species], cex=PCH[1],
xlab=paste0("PC ", pc[1], " (", expl.var[pc[1]], "%)"),
ylab=paste0("PC ", pc[2], " (", expl.var[pc[2]], "%)")
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)
points(pred[,pc], col=COLOR[iris.valid$Species], pch=PCH[2])
legend("topright", legend=levels(iris$Species), fill = COLOR, border=COLOR)
legend("topleft", legend=c("training data", "validation data"), col=1, pch=PCH)
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par(op)
# dev.off()

From the plot you can clearly infer the following informations:

• First, by projecting all the observations on the first principal plane, we can clearly see the differences
between different species of flowers. That’s why, for example, when doing clustering, it is often
interesting to reduce the dimension of the data and clusterize the observations on the plane, not in a
high-dimensional space.

• Second, when projecting on the plane the “unknown” observations (i.e., the observations which were
not used to construct the axes), we quite accurately predict their location (meaning, we allocate them
to the group of observations of their own species).

The code is taken from here: https://stats.stackexchange.com/questions/72839/how-to-use-r-prcomp-results-
for-prediction
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Session 6: Correspondance Analysis
Let us do some experiments with the data from Titanic survivors:
titanic_db <- read.csv("titanic-data.csv", sep = ";")
titanic_table <- table(titanic_db$Survived, titanic_db$Sex)
titanic_table

##
## female male
## No 81 468
## Yes 233 109

With the following function we can compute the probability of having this observation under independency
assumption. Analogously, we can use the “camera-ready” function in R phyper :
choose(sum(titanic_table[,2]),titanic_table[1,2])*choose(sum(titanic_table[,1]),titanic_table[1,1])/choose(sum(titanic_table),sum(titanic_table[1,]))

## [1] 3.304192e-60
dhyper(468,577,314,549)

## [1] 3.304192e-60

Now, we will try to see which independence test is more restrictive: exact Fisher’s test (based on the
hypergeometric distribution, or the chi-squared test). First, we can conduct the test on the the Titanic data:
exact_test <- function(dt){

return(phyper(dt[1,2],577,314,549,lower.tail = FALSE))
}
chisq.test(titanic_table)$p.value

## [1] 1.197357e-58
exact_test(titanic_table)

## [1] 2.883214e-61

We see that the exact test is slightly more conservative, i.e., it gives us even smaller evidence in favor of null
hypothesis. Let us do the following experiment: using the known Titanic data (total number of passengers,
women, men, number of death), we will simulate 1000 new observations following hypergeometric distribution
(thus, with independent categorical variables), and will see how each test evaluates the probability of having
this specific observation. First, we simulate the observations and see if they correspond to their theoretical
limiting distribution.
n <- 10000
TitNew <- rhyper(n,577,314,549)
hist(TitNew, prob = TRUE)
mu = 577*549/891
std = sqrt(577*549*314*342/890)/891
curve(dnorm(x, mean=mu, sd=std), add=TRUE)
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Now, we will do the test.
ex_test <- numeric()
chi_test <- numeric()
for (j in 1:n){
TitTableNew <- as.table(matrix(c(549-TitNew[j],TitNew[j],314-(549-TitNew[j]),577-TitNew[j]), nrow = 2, byrow = T))
ex_test[j] <- exact_test(TitTableNew)
chi_test[j] <- chisq.test(TitTableNew)$p.value

}
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Session 8: Logistic Regression
To illustrate the logistic regression, we will take the Titanic dataset from the previous session.
titanic_db <- read.csv("titanic-data.csv", sep = ";")
titanic_db$Survived <- factor(titanic_db$Survived)
titanic_db$Pclass <- factor(titanic_db$Pclass)

We will be interested to study the survival chance taking into account different factors from the dataset (Sex,
Class, Age).
model <- glm(Survived ~Sex+Pclass+Age+Fare+PassengerId,family=binomial(link='logit'),data=titanic_db)
summary(model)

##
## Call:
## glm(formula = Survived ~ Sex + Pclass + Age + Fare + PassengerId,
## family = binomial(link = "logit"), data = titanic_db)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -2.7216 -0.6745 -0.3995 0.6356 2.4848
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 3.5418926 0.4879878 7.258 3.92e-13 ***
## Sexmale -2.5323741 0.2092287 -12.103 < 2e-16 ***
## Pclass2 -1.2799616 0.3136995 -4.080 4.50e-05 ***
## Pclass3 -2.5395358 0.3283814 -7.733 1.05e-14 ***
## Age -0.0369844 0.0077498 -4.772 1.82e-06 ***
## Fare 0.0005222 0.0022599 0.231 0.817
## PassengerId 0.0004414 0.0003757 1.175 0.240
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 964.52 on 713 degrees of freedom
## Residual deviance: 645.84 on 707 degrees of freedom
## (177 observations deleted due to missingness)
## AIC: 659.84
##
## Number of Fisher Scoring iterations: 5

We see that the price of the ticket and the ticket number are not important. Now, let us advance a bit the
analysis and try to modify our formula. Here note also that even if you are not using logit link, but specify
the binomial data, R still uses it as a default value.
model <- glm(Survived ~Sex+Pclass+Age,family=binomial,data=titanic_db)
summary(model)

##
## Call:
## glm(formula = Survived ~ Sex + Pclass + Age, family = binomial,
## data = titanic_db)
##
## Deviance Residuals:
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## Min 1Q Median 3Q Max
## -2.7303 -0.6780 -0.3953 0.6485 2.4657
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 3.777013 0.401123 9.416 < 2e-16 ***
## Sexmale -2.522781 0.207391 -12.164 < 2e-16 ***
## Pclass2 -1.309799 0.278066 -4.710 2.47e-06 ***
## Pclass3 -2.580625 0.281442 -9.169 < 2e-16 ***
## Age -0.036985 0.007656 -4.831 1.36e-06 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 964.52 on 713 degrees of freedom
## Residual deviance: 647.28 on 709 degrees of freedom
## (177 observations deleted due to missingness)
## AIC: 657.28
##
## Number of Fisher Scoring iterations: 5

The results you see should be interpreted as follows: with each unit change in Age, your log-odds of survival
are changing at −0.03 (i.e., decreasing).

Now, let us do a bit more profound analysis of the logistic regression. First, we note that the fitted values,
obtained with glm function, do not correspond straightforwardly to the “predicted” values of the response
variable. It simply gives the “log-odds”, which are yet to be transformed into a binary vector. We can do it
with a simple function, specified below:
get_logistic_pred = function(model, data, pos = 1, neg = 0, cut = 0.5) {
probs = predict(model, newdata = data, type = "response")
ifelse(probs > cut, pos, neg)

}
model <- glm(Survived ~ Sex+Pclass+ Age,family=binomial,data=titanic_db)
predictions <- get_logistic_pred(model, titanic_db, pos = "Yes", neg = "No")

Now, we can check how many labels were correctly identified. More precisely, we will be interested in checking
how many correctly identified survivors we have. Proportion of true positive predictions (w.r.t. to a total
number of positive cases) is called sensitivity of the model. Proportion of the true negative predictors w.r.t.
to a total number of negative cases is called specificity of the model.
Sensitivity = sum(predictions[which(predictions == "Yes")]==titanic_db$Survived[which(predictions == "Yes")])/length(which(titanic_db$Survived == "Yes"))
Sensitivity

## [1] 0.6052632
Specificity = sum(predictions[which(predictions == "No")]==titanic_db$Survived[which(predictions == "No")])/length(which(titanic_db$Survived == "No"))
Specificity

## [1] 0.6484517

We can all the true/false positive and true/false negative results with the following confusion matrix:
ConfusionMatrix <- table(titanic_db$Survived,predictions)
ConfusionMatrix

## predictions
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## No Yes
## No 356 68
## Yes 83 207

Note that the obtained result will depend a lot on the chosen threshold (starting from which value of log-odd
we interpret it as a “success”?). We can visualize the properties of our model by using the ROC-curve. A
simple algorithm for computing the curve would be the following:
TP <- numeric()
FP <- numeric()
i = 1
cuts <- seq(0.05,0.95,length.out = 50)
for (cut in cuts){
predictions <- get_logistic_pred(model, titanic_db, pos = "Yes", neg = "No", cut = cut)
ConfMat <- table(titanic_db$Survived,predictions)
TP[i] <- ConfMat[2,2]/(ConfMat[2,2]+ConfMat[2,1])
FP[i] <- 1-ConfMat[1,1]/(ConfMat[1,1]+ConfMat[1,2])
i = i+1

}
plot(FP,TP, main = "ROC curve for glm model on Titanic data", col = "blue")
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Multinomial logistic regression
This part of the tutorial is taken from here: https://daviddalpiaz.github.io/r4sl/logistic-regression.html, and
also from https://rpubs.com/vitorhs/iris.

When we have more than 2 categorical variables, we need multinomial logistic regression.

P (Y = k | X = x) = eβ0k+β1kx1+···++βpkxp∑G
g=1 e

β0g+β1gx1+···+βpgxp
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We will omit the details, but if you are interested, the Wikipedia page provides a rather thorough coverage.
Also note that the above is an example of the softmax function.

As an example of a dataset with a three category response, we use the iris dataset (which you have seen on
several occassions previously in the course). Before proceeding, we test-train split this data.
iris_obs = nrow(iris)
iris_idx = sample(iris_obs, size = trunc(0.50 * iris_obs))
iris_trn = iris[iris_idx, ]
iris_test = iris[-iris_idx, ]

To perform multinomial logistic regression, we use the multinom function from the nnet package. Training
using multinom() is done using similar syntax to lm() and glm(). We add the trace = FALSE argument to
suppress information about updates to the optimization routine as the model is trained.
library(nnet)
model_multi = multinom(Species ~ ., data = iris_trn, trace = FALSE)
summary(model_multi)$coefficients

## (Intercept) Sepal.Length Sepal.Width Petal.Length Petal.Width
## versicolor 58.58155 -10.41004 -31.04250 34.41328 -13.81277
## virginica -67.30764 -36.56418 -68.50737 87.07332 69.17197

Notice we are only given coefficients for two of the three class, much like only needing coefficients for one
class in logistic regression.

A difference between glm() and multinom() is how the predict() function operates.
head(predict(model_multi, newdata = iris_trn, type = "prob"))

## setosa versicolor virginica
## 148 9.629015e-36 2.054793e-14 1.000000e+00
## 35 1.000000e+00 5.178271e-18 2.867845e-137
## 109 4.001690e-64 8.611510e-27 1.000000e+00
## 34 1.000000e+00 4.756347e-37 2.634070e-183
## 12 1.000000e+00 4.133907e-20 7.968072e-141
## 121 2.322054e-51 7.301914e-29 1.000000e+00
table(predict(model_multi, newdata = iris_test), iris_test$Species)

##
## setosa versicolor virginica
## setosa 25 0 0
## versicolor 0 20 1
## virginica 0 2 27

Notice that by default, classifications are returned. When obtaining probabilities, we are given the predicted
probability for each class. Interestingly, you’ve just fit a neural network, and you didn’t even know it! (Hence
the nnet package.)

In multinomial regression the decision rule is simplified: usually, we simply take a class with the highest
probability value as prediction.

Analogously, we can fit a neural network more “openly” (for the moment it was hidden by multinom function).
We can start with a simple network with 1 hidden layer consisting of five neurons and see how it works:
library(neuralnet)
iris.net <- neuralnet(Species ~

Sepal.Length + Sepal.Width + Petal.Length + Petal.Width,
data=iris_trn, hidden=c(5), rep = 5, err.fct = "ce",
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linear.output = F, lifesign = "minimal", stepmax = 1000000,
threshold = 0.001)

plot(iris.net, rep="best")
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Error: 0.000205   Steps: 1505
iris.prediction <- compute(iris.net, iris_test[-5:-8])
idx <- apply(iris.prediction$net.result, 1, which.max)
predicted <- c('setosa', 'versicolor', 'virginica')[idx]
table(predicted, iris_test$Species)

##
## predicted setosa versicolor virginica
## setosa 25 0 0
## versicolor 0 19 1
## virginica 0 3 27
iris.net <- neuralnet(Species ~

Sepal.Length + Sepal.Width + Petal.Length + Petal.Width,
data=iris_trn, hidden=c(10,10), rep = 5, err.fct = "ce",
linear.output = F, lifesign = "minimal", stepmax = 1000000,
threshold = 0.001)

plot(iris.net, rep="best")
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Error: 7e−05   Steps: 252
Finally, we can compute a confusion matrix for the variables:
iris.prediction <- compute(iris.net, iris_test[-5:-8])
idx <- apply(iris.prediction$net.result, 1, which.max)
predicted <- c('setosa', 'versicolor', 'virginica')[idx]
table(predicted, iris_test$Species)

##
## predicted setosa versicolor virginica
## setosa 25 0 0
## versicolor 0 19 0
## virginica 0 3 28
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